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For the past few years, SMAC (where A stands for

Analy�cs), has become the most known acronym

and Big Data has become the most commonly

used term in Banking Technology.

With the unprecedented growth in both banking

and payment transac�ons in digital form, banks

have been becoming repositories of large

volumes of varied data piling up at a great

velocity. The more the data available, more informed the decisions would be, provided

the data is analyzed quickly and meaningfully. More importantly, the hidden pa� erns

are to be recognised and appropriate alerts raised in a useful and usable way.

Banks have recognized the strength of analy�cs in their Customer Rela�onship

Management (CRM). A few banks have put in place reasonably matured analy�cs-

based solu�ons to improve their CRM. As the discipline of analy�cs is ge� ng enriched

with more sophis�cated techniques, banks need to con�nuously upgrade and update

their solu�ons.

It is not just CRM alone; borrower assessment, risk management, cyber security and

several other important areas of banking func�ons can use analy�cs to improve the

overall efficiency of banks. Banking has reached a stage where it is driven by analy�cs.

In the second Gyan Sangam mee�ng of the heads of banks along with top officials of

Government and Reserve Bank India, there has been considerable discussion on the

use of analy�cs. There is a consensus that analy�cs is very useful to banks and that

banks have to evolve strategies to build analy�cs-based solu�ons for many of their

ac�vi�es. There have been sugges�ons to prepare criteria to assess the degree of

implementa�on and the impact of the same on banks' business and profitability.

It is in this background that IDRBT chose to bring out its current Staff Paper Series with

the theme of Analy�cs. The three papers, prepared by Dr. V. Ravi, Professor; Dr. Sagar

Koparkar, Adjunct Faculty; and Dr. Nagesh B. Sristy, Assistant Professor, on three

important aspects of analy�cs, I am sure, will help in increasing the usage of Analy�cs

in Banking.

Feedback is welcome at publisher@idrbt.ac.in.

Date: 201December 7

Place: Hyderabad
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1. Introduction 

Data Analytics plays a significant role in virtually every field, where 

data could be collected and stored. Data Analytics is vastly different 

from data analysis. While data analysis, by convention, connotes 

statistics, data analytics goes beyond statistics, into the fields of 

computer science (via machine learning subsuming new wave of 

artificial intelligence) and operations research. In fact, Dr. Jim Gray of 

Microsoft, refers to it as the fourth paradigm of science with 

theoretical, experimental and computational paradigms being the 

others that preceded it in the evolution of science. Interestingly, all 

the four complement one another and all are required in sufficient 

proportion to conduct meaningful research/practice in numerous 

fields nowadays.  

 

Service industries including banking derive immense advantage from 

data analytics. Analytics is of three types: (i) Descriptive (ii) Predictive 

and (iii) Prescriptive. Descriptive analytics concerns various ways of 

depicting the past and present data using Statistics and Online 

Analytical Processing, whereas predictive analytics answers questions 

like what is going to happen based on the past data using data mining, 

text mining and web mining.  However, prescriptive analytics provides 

insights from the data that is not necessarily predictive in nature using 

operations research and optimization techniques. 
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In banking, analytics is paramount in two major areas: (i) Customer 

Relationship Management (CRM) and (ii) Non-CRM related areas. 

Irrespective of the field of application, analytics hinges on the 

availability of good quality data. However, in CRM, apart from 

analytics, which forms a part of the technology dimension, three other 

important dimensions are people, process and good quality data. 

While people aspect is utmost important in both areas, process 

dimension is very critical in CRM related areas. It is because we cannot 

derive any tangible or intangible benefit from the investments from 

other three dimensions, if processes remain archaic.  

CRM is the most-often heard buzzword in marketing. Unlike the 

earlier approach of product-centric way of business, CRM replaced it 

with customer-centricity. This way of representation has changed the 

business performance across all services industries like banks, retail, 

insurance, telecom, etc. 

Analytics helps solve problems in all phases of customer lifecycle steps 

like, (i) Acquiring new customers (ii) Serving the extant customers well 

and making them profitable (iii) and finally, retaining existing 

profitable customers. 
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The business problems that fall in the purview of CRM are (i) Credit 

scoring (ii) Default (NPA) prediction (iii) Target marketing (iv) Market 

Basket Analysis (Cross-sell/Upsell) (v) Churn prediction (vi) Fraud 

detection (transactional and non-transactional) (vii) Customer life 

value modelling (viii) Customer sentiment analysis. 

However, the business problems that fall under the non-CRM related 

areas include: (i) Credit risk modelling (ii) Market risk (subsuming 

FOREX rate, interest rate and liquidity risks) modelling (iii) Operational 

risk modelling (subsuming bankruptcy prediction, advanced 

measurement approach, etc.) (iv) ATM Cash replenishment modelling 

(v) ALM modelling using optimization (vi) Productivity/profitability 

based ranking of banks (vii) Portfolio optimization. 

In the recent years, with the advancements in big data, the scope of 

data analytics has become wider. While people faced dearth of data 

in all the fields about 20 years ago, there is a data glut in every sphere 

of human activity today. Big Data is defined by five V’s namely, 

Volume, Velocity, Variety, Veracity and Value. Volume connotes the 

sheer size of the dataset or database; velocity refers to the speed with 

which data comes and goes and finally, variety refers to the multitude 

of data format: structured and unstructured. The former can be 

stored in an RDBMS, but the latter requires a radically different kind 

of storage. The latter kind of data includes customer complaints, 

audio, video files, etc. In service industries, word-of-mouth marketing 

is fast gaining acceptance because of big data analytics. Veracity 

connotes the certainty around data generated, while value connotes 

the inherent value in the data generated vis-a-vis noise in it. While 

analytics can solve virtually any decision-making problem in service 

industries in general and banking, in particular, it should be 

remembered that it is not a silver bullet. In other words, the other 

three dimensions viz., people, data and process should be accorded 

equal importance. 
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2. Analytics for BFSI 
 

2.1. Fraud Analytics 

Fraud is of primary concern for any service industry. Fraud is 

substantially increasing with the advancements of modem and 

networking technologies and the vast global communication 

highways, resulting in the loss of billions of dollars worldwide, every 

year. Although we create best of preventive technologies to reduce 

fraud, fraudsters somehow manage to adapt to the circumstances 

with time. Once fraud prevention has failed, we need to have methods 

for detecting fraud to catch fraudsters. Statistical and machine 

learning algorithms provide effective techniques for fraud detection 

and these techniques have been applied successfully to detect 

activities such as money laundering, e-commerce credit card fraud, 

telecommunications fraud and computer intrusion.  

. 

 

 

 

 

 

 

 

 

 

There are a lot of tools available in statistical analysis to detect fraud. 

The data for fraud detection can be either structured or unstructured. 

Apart from tools such as linear discriminate analysis and logistic 
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discrimination, tools like neural networks when applied, proved to be 

effective for many applications. Rule-based models produce classifiers 

algorithms using rules of the form ‘If certain condition {}’ happens, 

‘Then {} is the consequence’. Decision tree algorithms such as CART 

and C5.0 produce classifiers of a similar form. We can also create 

ensemble models by combining some or all of these algorithms to 

create meta-learning algorithms to improve prediction of fraud 

detection. 

2.2. Customer Relationship Management (CRM) 

Customer Relationship Management (CRM) is a customer analytics 

process in which customer behaviour is used to help make key 

business decisions. The data from customers’ behaviour is applied on 

market segmentations and predictive analytics. This data is utilized 

by organizations for direct marketing, site selection, etc. Marketing 

gives benefits with a specific end goal to fulfil customers. In light of 

that, the profitable framework is considered from its start at the 

creation level, to the finish of the cycle at the purchaser. Customer 

analytics assumes an imperative part in the expectation of customer 

behaviour. 

https://en.wikipedia.org/wiki/Customer_behavior
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The buying behaviour and way of life forecasting is a process of data 

mining and analysis. This information consists of many aspects like 

credit card purchases, magazine subscriptions, loyalty card 

membership, surveys, and voter registration. Using these categories, 

most profitable customer profiles can be created for any company. 

The best location to set up any business is where these profitable 

customers are aggregated. Using drive time analytics, we can predict 

how far a given customer will drive to a specific area. Combining these 

sources of information, a dollar value can be set on every family within 

a trade area to get the likelihood of that area and estimate its worth 

to a company. Through customer analytics, companies can make 

decisions based on realities and objective data. 

CRM is of three types: 

 Operational CRM 

 Analytics CRM and 

 Collaborative CRM 
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Operational CRM enables data collection and effective interaction 

with customers at various touch points. In Analytics CRM, the 

collected data in operational CRM is analyzed to classify customers 

using various rich and sophisticated data mining techniques. 

Collaborative CRM collaborates the results from various departments 

of the enterprise and shares the information collected about 

customers to improve the quality of service for customers and ascend 

customer loyalty. Most often, when a CRM initiative fails, people 

think, it is the problem with the tool – which is not true. 

2.3. HR Analytics 

Organizations are in a constant drive to recognize best employees and 

maintain a strategic distance from poor performing employees, as 

they are directly connected to business profits. Employees earn 

revenue, protect customers, make products and deliver them, 

basically maintaining business productivity. In many organizations, 

employing exercises are detached from business results.  When actual 

job performance isn’t fed back into the hiring process, there is no way 

for hiring to improve and learn.  Job performance suffers as mediocre 

performers continue to be hired. The annual cost can be in millions 

for hiring a single performing employee. Just for one role. 
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The HR chief now can apply analytics to assess the performance of his 

employees. At the time of hiring, he can use a classification algorithm 

to classify the applicants on the basis of bright, average and dull 

resumes, thus easing the selection of candidates. Analytics can be 

used to predict as to which employee is likely to leave the company 

and how important s/he is. 

2.4. Security Analytics 

There is a noticeable shift in the banking industry in the way 

customers deal with their transactions. There is a rapid increase in the 

usage of digital channels such as internet banking, digital wallets, 

mobile banking and ATM. This leads to the increase in exposure to 

cyber attacks, which further may lead to financial and reputational 

losses. Banks may lose the customer confidence which can further 

increase the impact. The key influencers imperative for the banks to 

invest in security are – increase in financial data losses including card 

data, personal identifiable information and unauthorized access to 

banks’ network and systems. 
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2.5. Edge Analytics 

Edge analytics is the gathering, processing, and analysing of data at 

the edge of a network or close to a sensor, a network switch or some 

other connected device. With the growing popularity of connected 

devices with the evolution of Internet of Things (IoT), many industries 

such as retail, manufacturing, transportation, and energy are 

generating vast amounts of data at the edge of the network. Edge 

analytics is data analytics in real-time and in situ or on site where data 

collection is happening. Edge analytics could be descriptive or 

diagnostic or predictive analytics. 

Why Edge Analytics? 

First, to reduce latency of data analytics. In many environments such 

as oil rigs, aircraft, CCTV cameras, remote manufacturing 

environments, there may not be sufficient time to send data to central 

data analytics environment and wait for the results to meaningfully 

impact decisions to be taken on site in a timely manner. Second is 

scalability of analytics. As the number of sensors and network devices 

grow, the amount of data that they collect also grows exponentially 

and it increases the strain on the central data analytics resources to 

process these huge amounts of data. Third, edge analytics helps get 

around the problem of low bandwidth environments. 
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Use Cases 

Retail customer behaviour analysis, remote monitoring and 

maintenance for energy operations, fraud detection at financial 

locations (ATMs, etc.), and monitoring of manufacturing and logistics 

equipment. 

 

2.6. Operational Analytics 
 

Operational analytics is a term for a kind of business analytics which 

concentrates on enhancing existing operations. This sort of business 

analytics, similar to others, includes the utilization of different data 

mining and data collection tools to get more clear information for 

business plans. 

 

The point of focus for decision-making in operations is the frontline 

manager. While executives and/or head-office staff set strategy, 

actual performance results from strategic decisions made at the front 

line. This is especially true for service organizations such as banks, 

restaurants, chain supermarkets, some government agencies, 

because the front line is the one which will be in contact with the 

customer.  

Therefore, the best method for operational analytics to acquire 

maximum business profits is to focus on providing help to the front 

line managers in decision-making. Operational analytics can help the 

front line managers by using the normal, integrated data provided by 

DW/BI and applying analytical techniques to make a better decision 

than using manager’s informal methods or intuition. This saves the 

manager’s time, thereby giving him/her some more time for customer 

service, people management, or other activities. 
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Use Cases 

Banking Applications: Know your customer/Anti-money laundering 

(KYC/AML), Predictable cyber-defences (PCDs), Integrated Risk 

Management (IRM). 

Retail Applications: Product freshness and quality assurance, 

Organized retail crime (ORC), Social media monitoring. 

Healthcare Applications: Pre-payment claims processing, Post-

payment claims processing. 

Telecom Applications: PBX hacking/international call fraud, Identity 

theft, Unauthorized account access. 
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2.7. Risk Analytics 

Risk analytics algorithms can be used to solve problems of any 

category (of assets as well as liabilities) by financial organizations to 

forecast likely losses, and make decisions for those precisely. With the 

help of risk analytics, financial organizations can have a faster way to 

identify the factors of risk, without exploring the human resources. 

Advanced analytics solutions also enables banks to reduce the 

complex and expensive burden of compliance on AML and KYC 

departments. 

Effective use of risk analytics to fight fraud enables financial 

organizations to increase profits, reduce payouts, legal problems and 

most importantly, customer satisfaction. Risk analytics will improve 

the capacity of fraud analysts to focus on genuine threats, more 

proficiently and adequately (by extending observed exchanges and 

reducing false cautions). Automated alerts can also be sent to the 

customer directly. Advanced analytics also enables us to recognise the 

patterns in fraudulent transactions, and then use those patterns to 

find out the next such fraud in progress, and recommend preventive 

measures for saving both the bank and customers. This also helps 

banks to be one-step ahead of fraudsters and protecting themselves 

against potential fallout (non-compliance fines and reputation loss 

risk, amongst others) of AML incidents. 

2.8. Geospatial Analytics 

Geospatial Analytics is the gathering, display, and control of imagery, 

GPS, satellite photography and historical data, depicted explicitly 

regarding geographic directions or certainly, as far as a road address, 

postal code, or forest stand identifier, as they are connected to 

geographic models. At the point when individuals refer to geospatial 

information, they are frequently portraying address-related 

information (a particular address, purpose of intrigue, ZIP code, and 

so on). This information can be coordinated to a particular latitude 

and longitude utilizing a procedure known as geo-coding. Geo-codes 
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for addresses and point of interest can be likewise incorporated with 

other data sources to improve analytics in dashboards, visualizations, 

and further develop modelling. 

Use Cases: To refine sales and marketing, upgrade asset management, 

augment situational awareness and intelligence, hone risk analysis, 

enhance transportation and logistics planning, sharpen strategic 

location determination, improve fraud detection and prevention. 

2.9. Social Media Analytics 

Social Media Analytics is the method in which we gather data from 

social media and analyze that data using social media analytics tools 

to make better business decisions.  

 

Social media analytics is used to analyse the customer 

sentiment which in turn supports marketing sales and customer 

service activities. This analytical science involves the process of 

identifying, extracting, and analyzing data from social media (such as 

tweets, shares, likes, and hyperlinks) using sophisticated tools and 
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techniques. The art of social media analytics is to interpret and align 

the insights gained with business goals and objectives. Business 

metrics derived from social media analytics may incorporate customer 

engagement, which could be measured by the quantity of followers 

for a Twitter record and number of retweets and sites of an 

organization’s name. With web-based social media monitoring, 

organizations can likewise take a look at the number of individuals 

who follow their activities on Facebook and the quantity of times 

individuals interface with their social media profile by sharing or liking 

their posts. 

Use Cases: Uncovering real-time economic trends, better and faster 

competitive threat analysis, instantaneous feedback on marketing 

campaigns, building a better customer experience, provide more 

relevant content in the preferred channel, enhancing loyalty through 

targeted offers, design targeted marketing programs.  

3. State of Analytics in Domestic Firms of India 

The analytics industry in India is expected to almost double by the year 

2020 and ~4% of revenues is expected to be generated from the 

domestic market. This data reaffirms the fact that analytics industry 

in gaining importance in India and is being deployed across industries, 

including banking, finance, e-commerce, retail, and telecom. This  

gives  us  a  quick  insight  into  how  the analytics  scenario  is  

constantly  changing  and the  rapid  evolution  that  all  the  major  

segments of Indian analytics market is witnessing – namely service 

providers, captive centres and domestic market.  

The previous year’s study suggested that mostly B2C companies were 

interested in analytics. Let us find out if the scenario has changed and 

how has analytics managed to penetrate the domestic market. This  

year’s  study  has  been  sponsored  by Cartesian  Consulting,  a  global  

analytics  services  firm  specializing  in  customer  marketing  and 

business analytics. We looked at 20 large Indian firms across industries 

that have adopted analytics to improve business. 
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There  are  three  major  players  —  service  providers  (who  provide  

analytics  services  to  the  end consumer),  captive  centres  (back 

offices  that do  outsourced  work)  and  the  domestic  market. Service 

providers have been dominating the analytics market (their share of 

the market is ~75%) for quite some years and it is only now that the 

other two players are becoming equally competent. In fact, the 

domestic market accounts for just 5% of the Indian analytics market. 

Armed with their own analytics team, these firms use analytics for 

their internal processes. 

a. Companies Participating in Active Analytics 

 

1. The private banks such as Kotak Mahindra, Axis, ICICI, HDFC, Yes 

Bank are deploying analytics extensively. Among the public 

banks, SBI is the most analytics-savvy.  

2. In the insurance space, Max Life Insurance leads the pack.  

3. Among the e-commerce players, the frontrunners are Flipkart 

and Ola, while Paytm and Zomato lag substantially.  

4. In telecom, Idea Cellular has embraced analytics faster than big 

players like Bharti Airtel. 

5. In the automobile sector, Mahindra Group and TATA Motors are 

upping the game. 

6. Considering  the  relative  focus  on  advanced analytics  by  other  

conglomerates,  Aditya  Birla Group,  Reliance  Industries,  L&T 

and  ITC have  a  decent focus on analytics. 
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b. Key Metrics for Analytics Function 
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Insights from the graph 

On an average, Indian firms have an analytics penetration of 7%. This 

essentially implies that for every 59 employees in the organization, 

one employee is associated with data and analytics.  

 Analytics penetration is typically higher in new age e-

commerce firms and lower in traditional businesses. 

 The average tenure of analytics professionals in Indian firms 

is 3.4 years.  

 TATA Motors boasts the highest tenure among India firms, 

whereas new age e-commerce start-ups have a much lower 

analytics tenure. 

 On the other hand, advanced analytics/data science as a 

percentage of total analytics function is higher in new age e-

commerce firms in India and lower in traditional firms. 

 On an average, analytics professionals in Indian firms have 

eight years of work experience. 

 Zomato has the lowest seniority in terms of analytics 

professionals in Indian firms. 

 TATA Communications has the highest seniority. 
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3.1 State Of Analytics in HDFC Bank 

While analytics has made a headway to all the major industries, 

banking sector has made fast progress in adopting analytics and other 

technologies such as artificial intelligence and chat bots. In addition to 

regular predictive analytics for driving customer life cycle 

management, analytics also drives customer experience, product 

design, resource level efficiencies and geo-locational intelligence for 

sales force deployment to understand the state of analytics adoption 

in the bank, and the ways in which it has affected the overall 

functioning of the bank.  

HDFC bank is the pioneer in using unstructured and non-numeric data 

for enhancing customer experience and channel efficiencies, for 

which they have even won external recognition. HDFC bank has also 

deployed the first ever AI-based email subject line optimization tool 

in banking industry giving 28% lift in email opens. The adoption of 

artificial intelligence by the bank could also be seen in the AI- based 

self-learning models for driving channel usage and arriving at next 

best recommendation at a customer level.  

Adoption of analytics has also streamlined the overall functionality of 

the organization as follows: 

 Marketing efforts of the sales channel and relationship 

managers have been optimized as all marketing 

recommendations are now available to them at a customer 

level along with pointers and context for those 

recommendations. 

 All central marketing campaigns (SMS/E-mailers) are 

triggered only to the high propensity customers thereby 

ensuring relevance of marketing communication at a 

customer level. 

 It has ensured meaningful banking interventions based on 

event-based triggers which are being delivered to relationship 
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managers on a T+1 day basis for a focussed and optimized 

sales efforts.  

 For  key  products  like  personal loan, auto loan and credit 

cards, analytics  has  enabled  setting up of  an  end-to-end  

fulfilment process. 

 
HDFC bank boasts  of having around  265  employees in the analytics 

and  business  intelligence  team with a ratio  of  0.004  of  analytics  

team personnel vs. other employees of all other  departments. 

Further, 27 people from marketing analytics, 65 from risk analytics 

unit and 173 from business intelligence explains the strength and 

importance of analytics in day-to-day working of the bank. 

3.2 Analytics Penetration vs. Maturity 

 

Analytics penetration is a metric that denotes the degree of infusion 

of analytics function in an organization. Analytics maturity, on the 

other hand, is the metric to quantify the quality and depth of analytics 

adopted within an organization. Maturity is a combination of 

employee tenure, percentage of data science in the analytics function 

and employee seniority in the organization.  

It is important to note that these are relative metrics and the 

organizations as plotted here are based on a comparative study with 

respect to each other and should not be compared to organizations 

outside this study. Also, the values may differ in terms of global 

standards. 

There is a slight negative correlation between maturity and 

penetration. 

 Flipkart is the only company in the first quadrant, which 

implies, it is both high on penetration and maturity. Given 

Flipkart was amongst the first companies in the e-commerce 

space to adopt analytics, it has ramped up its practice both in 

terms of size and quality of work.  
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 Most companies seem to lie in quadrant III. This could be 

attributed to how just few analytics companies have 

aggressively adopted analytics. Mostly, the new age e-

commerce firms like Ola, Paytm & Zomato took a very 

aggressive stance on their analytics function last year, 

coupled with their large funding budget. 

 Zomato tops in analytics penetration and is lowest in analytics 

maturity. 

 Sitting at the bottom of quadrant III, SBI’s analytics 

penetration and maturity profile suggests the bank needs to 

push itself harder if it is to compete with private banks in 

ranking.  

 TATA Communications has the highest analytics maturity of 

all the domestic firms in India.  

 Quadrant III has many banks – Kotak Mahindra, ICICI, Yes 

Bank, HDFC and Axis Bank. It would have been great to see 

them building their analytics capabilities quicker than their 

older peers in quadrant II. 
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When we discuss analytics, we cannot ignore what is currently hot in 

the field of machine learning (ML), a close member of analytics family. 

Some people, organizations, industries may refer to it as a new wave 

of artificial intelligence (AI). But, it is observed that there is essentially 

no difference between them. The intent of this paper is to demystify 

the blur and misunderstanding between these concepts. Therefore, 

ML and AI are used interchangeably henceforth.  

Machine learning can be connected to any sector of human 

endeavour, and it can have a longing impact on the economy causing 

a lot of funding into this sector. From 2013 to 2016, the total 

investments in AI development tripled, shows a survey by McKinsey & 
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Co. Tech giants invested nearly $20 billion to $30 billion into it. Those 

companies which are not expecting machine learning, and other AI 

models that slide from it, maintain a considerable critical scenario as 

mobile computing and networking is a must to every customer. 

Machine Learning has become more attractive as it can be connected 

comprehensively to any field and still generate accumulative gains. By 

2020, these technologies will be pervasive in each new business 

software and will be a best five venture need for 30% of CIOs as 

reported by Gartner. 

Development in machine learning is a cumulative journey and most of 

the big pushes are made by the organizations which are well-

established.  

 Nvidia is a major player in GPUs, which is a stage of decision 

for machine learning. Up until this point, GPU development 

has been a milestone in machine learning. 

 With the introduction of Nervana Neural Processor by Intel, 

which is a low-latency, high-memory bandwidth chip purpose-

built for deep learning, developers yearn for deep learning. 

 A big part of the market for ML accelerators is taken by 

Google’s Tensor Processing Unit (TPU). To contend as a 

training module against Nvidia than the first version, the 

second version, Cloud TPU, with a high-performance cluster 

of TPUs was composed. 
 

The training side is bulk of this work, being the first step in a two-phase 

process. Data centers and cloud operations, makes a large market 

within self-providing mainstay for ML. 

 The Reckoning Opportunity 

Implementing the learning phase to particular applications and 

market portions concludes the second phase in machine learning, 

which is modelling. In this phase, algorithms are applied to real-world 

applications. Conclusion based on modelling is an important 
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component for all forms of ML. Eg. Self-driving cars, where data is 

collected from sensors, and is then processed based on machine 

learning model to take decision. 

Robert Blake, president and CEO of Achronix, expressed, GPUs have 

picked up a considerable measure of consideration in the learning 

periods of machine learning, yet, the bigger market will be on the 

definitive side, in light of the fact that the cost and power utilization 

of those items is increasing with regards to take indisputable choice 

because of registering. That is the reason an implanted arrangement 

in those spaces will advance. 

Normally, 4% to 6% change is seen in the development of Lithium 

battery every year. But the yearning increment in register execution 

to do the majority of work, interestingly, is in orders of magnitude. 

This will demand an alternate engineering, including a comprehension 

of what is handled so that it gets completed. 

“We all are seeing a wide range of ML, neural systems administration 

chips and centers,” stated Steven Woo, recognized innovator at 

Rambus. “What is going on at a larger amount is they’re combining 

data. There is a ton of investigation going on. What you are witnessing 

now is a considerable measure of organizations searching for real 

markets to manufacture framework around. You can see that with 

mobile phones, as there are billions of units of them. These are driving 

new bundling framework. You likewise observe it in car, which has a 

great deal of cash behind it. What’s more, with IoT, the great potential 

is there, however, the test is, discovering shared characteristics. And 

with machine learning and neural networking, every week a new 

algorithm is there in the market, which makes it very difficult to 

develop a single and absolute architecture.” 

Deep learning is ML in the exceptional – including more layers of 

different sorts of examination and, in the long run, more complete 

solutions to the detriment of more compute resources to complete 

training. Both regularly incorporate neural networks, make mesh-like 
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associations around data nodes similar to the way neurons in the 

human cerebrum make work associations with cells around them. AI 

is something of an umbrella term that infers various things to 

numerous people, from IBM’s Watson to HAL in the film “2001: A 

Space Odyssey.” But the generic subject is that devices can learn and 

conduct autonomous unequivocal programming. 

ML has turned out to be exceptionally basic to customer-centric 

applications to ascend sales, predicting churning of customers, serve 

client by means of intuitive voice reaction or through online -a 

chatbot, or customer applications, for example, Google’s Translate. 

Facebook utilizes deep learning in three applications i.e., to filter 

uploads, for instance, one to recognize faces and tag individuals in 

pictures being uploaded by individuals, checking posts for detest 

speech with other target substance and one to emphasise promoting. 

“What astonished me, how quick the upheaval in deep learning has 

been. In the midst of the latest three years an extensive variety of uses 

have flipped overnight from being done in the customary strategy to 

deep learning,” as demonstrated by chief researcher and senior VP at 

Nvidia, Bill Dally. “It does not take a tremendous input in software, 

take the application, training of network and we are finished. It turned 

out to be inescapable in a few territories, however for each 

application that is turned to neural networking, more applications can 

be made to fall in this category.”  

Most of the choice outside the tech business has been trial, while 

most of the ML appropriation inside the tech business has been either 

to enable or enhance different services or add new ones to offer 

clients, as showed by a McKinsey report. Of more than 3,000 

associations evaluated, only 20% said they use any ML related 

development in every bit of the business. Technology giants, 

interestingly including Baidu and Google weary out ranging $20 to $30 

billion amid 2016, out of which 90% is for R&D and 10% is for 

acquisitions. 
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The Next Big Thing: Deep Learning 

Deep learning may be incredible in client service and analytics, 

however it’s the fundamental possibility for frameworks that give the 

instant sensing, decision-making and control required for self-driving 

vehicles, as demonstrated by Nizar Sallem, principal engineer, sensor 

fusion at Mentor, a Siemens arm.  

“The most vital application in machine learning is understanding 

nature around the car, the diverse performers out and about and the 

context based on traffic rules and conclusion where the vehicle is right 

then and there,” Sallem said. “It needs to recognize what your conduct 

ought to be when the driver is permitted to skip the rules to tackle 

threat and to secure the individuals in car.” 

Predicting Market 

However fit ML advancements may be, improvement is still in its 

earlier stages. The fundamental suppliers are existing tech 

organizations, and the greatest cash producers are still services to 

consumers. That incorporates Google’s speech-to-text and translation 

services and consumer-interaction/customer-service applications 

from Amazon, Facebook, Baidu. AI-driven consumer services were 

worth $1.9 billion in 2016, and would ascend to $2.7 billion before the 

end of 2017. 
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 Revenue as per ML technologies 

 
Revenue of AI per segment 
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Machine learning as a service (MLaaS), is an alternate classification 

73% of which is owned by Amazon, IBM and Microsoft. That is relied 

upon to develop from around $1.07 billion amid 2016 to $19.9 billion 

by 2025, as per an April report from Transparency Market Research 

(TMR).  

The main part of machine-learning-enabled services are currently 

aimed at consumers, as per Tractica a class that incorporates Google’s 

Translate and speech-to-text applications that served as evidences of 

idea for its customer TPU. 

Switching from Customer to Competitor 

The inception of deep learning also has featured some increasingly 

complex connections between the semiconductor business and its 

biggest clients, particularly Google and other hyper-scale data center 

proprietors sufficiently huge to spec and construct their own 

particular servers and chips.  

Chip companies have worked for quite a long time to fabricate or 

modify silicon for the requirements of particular cloud clients. 

Consider Intel, for instance, which manufactured FPGA DL 

accelerators for Microsoft, FPGA-based application accelerators is 

open to Alibaba cloud clients. Intel additionally enrolled Facebook to 

help configuration bundling for the rollout of Intel’s Nervana Neural 

Processor and on its upcoming “Lake Crest” ASIC for deep learning. 

Google has reported different chips, including news that it had built 

up a machine learning co-processor for the Pixel2 phone, its first 

mobile chip. Google has likewise created Titan, a microcontroller, 

which connects to servers to ensure they don’t boot with a broken, 

debased or malware-tainted software on-board. 

Google legitimized its interest in the first TPU by saying it could convey 

“an order of magnitude better-optimized performance per watt for 

machine learning” and push Google’s ML applications ahead by 

around seven years. The first TPUs were planned just to quicken 
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conventional servers running the derivation of a machine learning 

model, not train the model in the first place. All things considered, 

they didn’t contend directly with Nvidia or Intel’s ML training 

products. 

At the point when Google declared its Cloud TPUs in May, its claims 

sounded all the more directly competitive with those of Intel and 

Nvidia. 

Google depicted Cloud TPU as having 180 teraflops of floating-point 

performance each, however, bundled the units into four-TPU Pods 

that contain a sum of 11.5 petaflops. The setup appears to be 

intended to rival Nvidia’s exceptionally respected DGX-1 

“supercomputer,” which contains eight awesome Tesla V100 chips, 

and claims an aggregate best throughput of one petaFLOP. 

Competition from the Cloud 

“Google and some others have had early triumphs without 

acceleration, or with simply the TPU, yet a few nets are easy to train; 

standard image searching is easy,” Dally said. “Yet, to train with 

expanded flag preparing – dealing with picture and video streams, and 

for individuals who are retraining their networks consistently or who 

put  a lot more emphasis on training, GPUs are substantially more 

proficient.” 

The question is whether another processor from Google will be 

sufficient to take clients far from whatever is left of the business, and 

the appropriate response is likely ‘no.’ Any cloud supplier needs to 

help more than one architecture, so a deep learning-empowered data 

center will be a smorgasbord of CPUs, GPUs, ASICs, FPGAs and IP from 

a scope of technologies, as indicated by Chris Rowen, former CTO of 

Cadence’s IP group who established Cognite Ventures to support and 

exhort new start-ups in neural network, IoT and self-ruling embedded 

systems.  
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A portion of the training load could likewise move to put more weight 

on every one of the billions of inference engines to be incorporated 

with customer gadgets, Rowen said. There is certainly an open door 

for some organizations in that space; for machine learning training 

spells on data center servers, in any case, it will be difficult to replace 

established players. 

 
Advancement of cognitive computing 

4. Conclusion 

Statistical data analysis is taking a huge step forward becoming data 

analytics by merging with computer science via ML and operation 

research, which is playing a vital role in many industries, especially 

service. In banking, analytics is paramount in two major areas: (i) 

Customer Relationship Management (CRM) and (ii) Non-CRM related 

areas. CRM proposes a customer-centric ideology which is replaced by 

the product-centric ideology of old times. CRM methodology helps an 

organization to understand the customer’s needs and behaviour in an 

efficient way.  

All types of analytics found immense applications in BFSI sector with 

some astonishing results. The ML also has tremendous role to play in 

this sector, be it in descriptive, predictive or prescriptive analytics 

flavours. 
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1. Introduction 

1.1. Overview 

In the last decade, the Indian economy witnessed both upswing and 

recession. In this period, there were challenges to manage the retail 

finance business. In good times, one has to be careful about the right 

credit limit, fraud prevention and contentment of risk. In bad times, 

one has to be effective in collection, settlement, new acquisitions and 

risk management. This made the lenders to look for individuals who 

are trained to manage the credit risk better and make their retail 

operations more efficient by reducing the cost of operations and 

improving the portfolio value.  

With the advent of credit bureau data, which is available readily, 

systematically and in a comprehensive form; information about the 

retail customer is easy to access, hence can be used in managing the 

customer’s credit behavior. The investment in bureau information 

gives good return on investment if used to its full potential. But, it is 

observed that despite the availability of bureau information, lenders 

lack resources who are trained in using the customer information 

effectively. Hence, they typically hire external consultants, buy costly 

software and still may not be in a position to get complete benefit. 

This is because the internal staff may not have the relevant experience 

and are unable to ask the right questions so that the consultant 

delivers the promised value.  

The objective of this paper is to introduce the key concepts of 

analytics through which a retail finance portfolio can be managed 

“objectively (i.e. measured practices)” and “efficiently (expected 

RoI/RoA/RoE)” by hiring and training internal teams. 

1.2. Concept 

Customer 

Behavior 

Data/ 

Informati

on 

Analysis/ 

Statistics 

Strategy/   

New 

Process 
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A customer through his/her behavior generates loads of information. 

This is often captured in terms of data and these days, data storage 

has become cost-effective. But there is a perception that this 

information is under-managed. The creative management of 

information is a key source of competitive advantage. But what 

lenders are probably lacking is availability of resources who can 

process the data to generate meaningful information which can then 

be put to use to make strategic decisions about the customer. As 

shown in the diagram above, the information is transformed into 

knowledge by analyzing it through statistical methods to establish the 

causality between two events which can occur repeatedly (otherwise, 

there is a danger of accepting exception). This knowledge is then 

translated into a strategy or changed process. 

 

1.3. Key Principles 

 

The following are the key principles which are used to manage a retail 

finance portfolio. They are explained in detail in the following 

sections: 

 

 Value based Customer Management 

A portfolio is managed by maximizing Net Present Value (NPV) 

of a customer over lifetime of a given product as well as 

potential future relationship with a customer. This is done 

with the required business constraints like capping the loss 

rate or minimum market share. 

 Significance of causality of events 

It is important to ensure that business decisions are not driven 

by observing exception, but are guided by repeated 

phenomenon. Statistics helps in establishing this culture. 

 Analysis needs to be of predictive nature 

Linking the two events which are separated by time is an 

important aspect because only then it can lead to a situation 

where the decision of “today” will affect the outcome of 

“tomorrow”. 
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 Economics of Information 

Information is a key strategic asset which has proven to offer 

high RoI, hence there is a need to move from automation 

(software) to information management. 

 Target RoI/RoA/RoE 

Every business decision has to be checked for its Return on 

Investment (RoI), Return on Assets (RoA) and Return on 

Equity (RoE). Analytics helps to optimize for a given objective 

under other business constraints. 

 Design of Experiment (DoE) for testing strategy 

A culture where new ideas is tested in a scientific way needs 

to be established. DoE helps to achieve this with minimal cost.  

 DMAIC culture 

Define (D), Measure (M), Analyze (A), Improve (I) and Control 

(C) – way of building processes ensures measurable tracking 

of success of a strategy. DMAIC brings in clarity of objective, 

measurement of current baseline (BAU), cause-effect 

relationship and systematic improvement with a process 

control plan to implementation. 

2. Strategic Elements 

2.1. Customer  

2.1.1. Value based Customer Relationship Management  

In a lending business, it is a known fact that higher the “response” to 

buy a product means higher future “risk” of a payment. So, it is 

suggested that customers who are profitable to the business are the 

ones in the middle of the spectrum i.e., the customers who are neither 

at very high risk nor at very low risk but the ones at moderate risk 

because they are the ones who create demand of credit at an 

acceptable risk. To identify this, one needs to calculate the NPV of a 

customer over product lifetime and use it to make a selection. This is 

a view of a portfolio (line represented by Current Market Values 
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(CMV)) where customers are sorted with respect to their value. As it 

can be seen, the value of a portfolio starts decreasing after decile 6 

because the customer below decile 6 brings in negative value to the 

portfolio.  The same portfolio when viewed by risk (line represented 

by risk), one can see that only last decile is of negative value. This 

indicates that half of the customer base which contributes negative 

value is not identified by risk model, thus it is sub-optimal. Hence, the 

customer relationship is managed through its expected NPV (Net 

Present Value) than purely risk or response over the product life.  

 

 

2.1.2. Lifetime value across multiple products 

 
A customer today can generate potential future value to the business 

if relationship is managed well. The need to borrow is based on 

different lifestyle needs of individuals at different phases of life, a fact 

which can be used to contact the customer. 
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Hence, a customer value is considered not only from current 

relationship, but also as summation of future product sale. 

Mathematically, it is represented as:  

 

Customer Expected Life Time Value = ∑ multiple product (P Response * P Usage 

* (1-P Risk)) 

 

2.1.3. Relationship based Pricing 

Customer always seeks “special treatment” from the business. Hence, 

it is important to make him/her understand “how much we value the 

relationship” and offer “special discounts” to show the gratitude. 
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As it can be seen from the above graph customers who are given the 

“preferred” pricing generate more value to the business when the 

pricing is selected based on the historic relationship. 
 

2.1.4. Price Sensitivity of Customer’s Behaviour 

Different customers and their behaviors have different sensitivity 

towards pricing. Consider two customers, A & B having following  
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behavioral sensitivities as shown in below:         

    

Customer A   
 

 
 

Customer B 
 

 
 

As it can be seen, for an increase of 20% in credit limit (i.e. from Rs. 

1800 to Rs. 2160), customer A increases usage by 30%, whereas its 

risk has increased only by 10%. But in case of customer B, the same % 

decrease in credit limit has resulted into 10% decrease in usage but 

the risk has decreased by 30%. In other words, credit limit for 

customer B is decreased from Rs. 600 to Rs. 480 so that the risk 
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reduces significantly without much reduction in usage. This has 

happened due to different sensitivities of these customers for usage 

and risk behavior to credit limit. This can be used to offer most 

efficient pricing which is win-win to both business and customer. 

 

2.1.5. Macroeconomic Effect on Customer’s Behavior 

 

All of us ride on a macroeconomic cycles which affects our behavior in 

either direction. The macroeconomic series are co-integrated (i.e. 

move together) with a lag. As shown in the figure below, risk of a 

portfolio is around six quarters lagged to the increase in the bank rate 

or house prices, which are lagged by two years to the bank rate. 

 

Hence, it is important to estimate economic cycle effect on customer 

behavior and include it in strategic decisions. 

 

2.2. Information 

2.2.1. Economics of Information i.e. RoI 

It is a proven fact that Return on Investment (RoI) on information 

about a customer is multifold. In the figure below, it can be seen that 

models developed using bureau information are outperforming (both 

discrimination and capturing) the non-bureau models. It is estimated 

that the limited bureau information helps in increasing the collection 

by more than 20%. 

    Oil 

price 
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Hence, every available (internal and external (e.g. credit bureau)) 

information about customer should be used while making decisions. 

 

 

2.2.2. Data Quality 
 
“Garbage in Garbage Out”, a usual saying, indicates that quality of 

data used in analysis is an important aspect of decision-making. 

Quality of data is not only about missing values but also about 

misrepresented information which may not be logical and could affect 

the analysis. So, it is important to measure the quality on data 

captured and create a mechanism through which the quality is 

sustained. An example of data quality index is show below. 
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2.3. Methods & Software 
 

2.3.1. Analytics – Predictive Nature vs. Rear View Mirror 

 
Management Information System (MIS) is many times misunderstood 

as analytics. Whereas analytics means establishing causality of 

relationship under a logical hypothesis and which is then tested for its 

significance i.e. repeated occurrence in the data. Typically, the 

analysis is set up using two windows – a) observation window and b) 

performance window. These windows are separated at Observation 

(or Decision) Cut off Point (OCP). Although both the windows are from 

the “past” data, only observation window data is used to predict 

performance window outcome. 

 

 

 

 

 

 

 

 

 

 

OCP 
Performance / 

Outcome Window 

   

Observation  

Window 
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2.3.2. Role of Statistics: Exception vs. Significance of Relationship 

 

A business decision sometimes could be a reaction to the exceptions 

than a phenomenon occurring repeatedly. Statistics has developed 

theories which ascertain whether the relationship between two 

events is by chance or represents population on a consistent basis. In 

the figure given below, P-value suggests the number of times the 

observed value is equal to the hypothesis value. Hence, lesser the p-

value (typical <5%), then one rejects that observed value is equal to 

the hypothetical value or in other words, observed values and 

hypothetical values are equal. 

 

 

 

2.3.3. Scorecard vs. Segmentation 

 

Segmentation indicates rule-driven customer groups, which are 

statistically different from each other regarding a particular behavior. 

On the other hand, a scorecard gives an individual a score for a given 

behavior and is defined as weighted linear combination of different 

attributes of a customer. Thus, scorecard gives flexibility of fine cuts 

in a sample vs. segmentation, which is an axe cut.  In the figure below 

shows a lift chart by scorecard at uniform interval with smooth 

capturing curve, whereas the lift chart by segmentation is at non-

uniform interval with non-smooth line capturing curve. 

Hypothesis Value 
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2.3.4. Regression vs. Neural Networks 

 
Regression is a statistical tool where causality between two attributes 

is statistically established. Hence, it is expected to be of repeat nature 

and coefficient thereon are used as sensitivity. Neural networks are 

non-parametric estimations, and could mimic the reality (even if it 

does not follow a particular distribution), but may not have guarantee 

of repeat occurrence of causality. 
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Neural Models Regression Models 

Black Box Philosophy 

No human intervention like 

significance test, direction of 

relationship is required while 

selecting predictive drivers 

 Open Architecture – Manual 

intervention in terms of definition 

of problem, selection of variables, 

use of business experience. 

Statistical Robustness is waived 

This questions stability of 

models across time 

 Statistical Robustness is 

mandatory – This ensures good 

shelf-life. 

Assumption Free 

No underlying assumption of 

distribution of events, hence can 

be generalized 

 Strong Assumptions – May lead to 

wrong fit. 

Automatic Interactions of 

Drivers 

Various combinations of drivers 

is created to optimize the 

prediction, but difficult to 

explain 

 Interactions are manually created 

– Business experience driven 

interactions would go in model, 

hence may not be the best 

solution, but can be explained. 

Test of Relationship is 

complicated 

Sensitivity Analysis is needed to 

test the relationship between 

events and the driver 

 Test of Relationship is easy – Sign 

of Coefficients of drivers gives 

direction of relationship. 
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3. Analytics Team 

3.1. Skill Set & Structure 

The analytics team should consist of analytics head who brings in 

years of domain experience and knowledge of analytics processes. 

S/he is the one who would provide the direction in terms of thinking, 

problem set up and “right” output to look at. The team under him/her 

would consist of a senior consultant who would provide the junior 

team a day-to-day guidance and will have attention to the details. The 

business analyst or modeler team with the help of data processor 

would do the “hands-on” analysis and produce the desired output. 

 

 
 

Business Head

(Product or Function Domain 
Expert)

Analytics Head

Both Product and Statistics Expert 

(10 yr experience, PhD or MBA)

Senior Consultant

Both Product and Statistics Expert 

(5 yr experience,  M.Sc (Stat.), 
MBA)

Business Analyst / Modeler

Logical Thinking, Comfort with 
Maths 

(1-2 yr experience, B.Tech, MBA)

Data Processor

Logical Thinking, Comfort with 
coding

(1-2 yr experience, B.Tech, MBA)
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4. Implementation 

Analytics brings in the desired RoI when implemented properly. In real 

life, there are several impediments, hence one need to compromise 

on “what is ideal” vs. “what is practical”. Hence, implementation of 

analytics based strategies is an “art”. Most of the times, a new 

strategy is tested in a controlled manner before a complete roll out. 

To do this, a proper test set up is required with allocated roles and 

responsibilities.  

The new strategy is then tested through a scientific design of 

experiment and results are tracked and tested statistically. Based on 

the review with the management, a future roll out call is taken. 

Generally, a DMAIC approach i.e. Define (D), Measure (M), Analyze 

(A), Improve (I) and Control (C) way of implementing campaigns 

ensures measurable tracking of success of a strategy. DMAIC brings in 

clarity of objective, measurement of current baseline (BAU), cause-

effect relationship and systematic improvement with a process 

control plan to implementation.  

 
Technology has enabled us to manage relationship at customer level 

through data marts. Ideally, daily update about a customers’ behavior 

should be used for decision-making regarding what his/her current 

needs are. The following sections describes the implementation 

process briefly. 

 

4.1. Processes for Campaign Management 

Typical components of analytics-driven marketing campaigns are as 

follows: 

 Data Specification to Develop models 

 Develop Targeting Models 

 Build Model Execution Platform 

 Design Marketing Campaign 

 Prepare Sales Channel 
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 Execution and Tracking MIS. 

A typical process flow during a month would look like as follows: 

 

 
 

4.2. Design of Experiment 

 
New strategies are always tested through scientific design of 

experiments, which ensures desired learning at a minimal cost of 

experiment. Test vs. Control set up ensures “apple to apple” 

comparison, hence correct estimation of differences between the two 

strategies. An example of Test vs. Control measurement is given 

below: 
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4.3. Tracking Dashboard 

 

It is important to understand whether the new strategy is working 

in the expected direction or not. Hence, it is mandatory to set up 

dashboards to understand the effect of new strategy. They are 

ideally automated, so tracking is error-free.   
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4.4. Return on Investment 
 

Marketing money is precious, hence it should be put to use where 

there is a higher return. The simplified economics suggest that “Don’t 

market to that customer where cost per target is higher than expected 

value per target”. Following table indicates how a cut-off selected 

based on the marketing cost per target (say Rs. 15) and return on a 

given customer. Notice the selection of cells when the targeting is 

based on Risk or by Value. The average expected value of a customer 

in green cells is Rs. 32, whereas average expected value of customer 

in blue cells is Rs. 45, an increase of 40%. 
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1. Introduction 

Machine learning algorithms are widely used in analytics, especially in 

the financial domain. The typical application lies in credit scoring, 

default prediction, churn prediction, customer segmentation, call-log 

analysis and more recently in sentiment analysis and chat-bots. There 

are a wide range of machine learning algorithms in use for each of 

these problems – Neural Network, Support Vector Machines (SVM), 

Bayesian Networks and Decision Trees. The early applications of 

automation and analytics are oriented towards supplementing the 

Banking and Financial professionals in decision-making by providing 

additional signal which is often found to be useful. Of late, automation 

has been found to be a useful feature in various functional aspects as 

it helps in reducing the operational costs, helping in effective decision-

making by taking comprehensive holistic perspective and avoiding 

unnecessary intermediaries. Recently, social media tools have further 

changed the lifestyles of people, the method of information 

dissemination through easy-to-use gadgets. Specialized social media 

platforms like Facebook1, Twitter2, and LinkedIn3 have seen 

phenomenal surge in their user base. They have become a key 

component in the success of campaigns made by a variety of 

businesses.  

 

The objective of this paper is to first go through the widely used text 

mining algorithms that have significant impact on automating the 

processes of businesses that take leverage of the information 

available on internet and social media. The paper also reviews some 

of the recent ideas of unsupervised and semi-supervised learning 

techniques that are critical underpinnings for analyzing noisy social 

media data. Though we reviewed some of the applications of these 

techniques particularly applied for the financial analytics, we observe 

                                                           
1  www.facebook.com 
2 www.twitter.com 
3 www.linkedin.com 
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that there still exists a lot of gap in the kind of sophisticated techniques 

found in text mining and their application in financial domain. 
 

2. Text Analytics 

Text analytics has become a key component of analytical tools 

typically applied ever since the social media has become popular. The 

key characteristics of text processing that makes it unique is the large 

size of vocabulary, polysemy and synonymy. The sources of textual 

data are plenty. E-mails, social media messages, news articles, 

monetary reports, customer relationship call center logs, etc. are few 

examples of such sources. To understand the importance of how 

internet based monitoring parameters help in understanding the 

country-wide economic indicators, we refer to the work done in 

McLaren and Shanbhogue [2011] who have shown how google 

searching on ‘Jobseekers Allowance‘ is correlated with the actual 

unemployment. Fig. 1 shows the example of such correlation.  

Fig. 1.  Source: McLaren and Shanbhogue [2011] 

Research done in Baker et al. [2016] proposed an economic policy 

uncertainty (EPU) based on news articles published in various 
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newspapers during the period of interest. Fig. 2 shows the EPU from 

1985-2015 in the US. The data is gathered from top newspapers in the 

US. Each of the peaks indicate the corresponding event observed 

(highlighted intext).  

Fig. 2: Source: Baker et al. [2016] 

 

2.1 Processing Text 
 

Processing text is challenging due to its sheer large dimensionality and 

sparsity of examples in this feature space. Further, complicating the 

analysis are linguistic aspects of synonyms, polysemy and context 

sensitiveness. Social media text makes it much more difficult 

compared to processing of text from news sources. Common steps 

followed in this analysis are called pre-processing. First step of pre-

processing is called Tokenization. Tokenization breaks up strings into 

constituent parts (e.g. words, numbers, and punctuation). Another 

commonly used strategy here is called Case-fold which involves 

conversion of all strings to lower case. Stopword removal further 

smoothens the vocabulary used for analysis. Commonly used words 

such as a, the, it, are removed if not needed for analysis. Short-text 
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messages often contain very less number of words and stopword 

removal does not make sense in short text. For example the following 

tweet contains words of length 2, 3, which if removed make it difficult 

for further analysis. Stemming is also a commonly used technique to 

normalize words into their root form. For example the words listen, 

listens, listened, listening are all stemmed to the same root listen. 

Porters stemmer [Porter, 1980] is commonly used for this purpose. 

 

 All terms Alpha terms No 

stopwords 

Stems 

Tokens 6249776 5519606 2505261 2505261 

Unique 26030 24801 24611 13734 

Table 1: FOMC dataset pruning 

 

For an example of how this pre-processing helps, we refer to the 

dataset used in the analysis of Hansen, et al. [2014]. It contains the 

excerpts from Federal Open Market Committee (FOMC) meetings 

available online. Table 1 summarizes the effect of stopword removal 

and stemming. Alpha terms refers to restricting to alphabetic 

characters. We can observe that the number of tokens has decreased 

more than 50% when stopwords are removed, but still the numbers 

are quite high for the learning algorithms typically applied.  

 

2.2 Text Classification 
 

One of the common problems encountered in the analysis of text is 

text classification where the objective is to understand the class label 

associated with the text examples at hand. There are a wide range of 

classification algorithms used for this purpose. We briefly emphasise 

the learning objectives of some of these algorithms to understand 

their aptness for text classification. Naive Bayes, logistic regresssion, 

neural networks, support vector machines are the few classification 

algorithms considered for this analysis. 
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2.2.1 Naive Bayes 

 

If D is a training dataset of N examples x1, x2, ...xN and y1, y2 .. yN are 

corresponding labels, Naive Bayes model is expressed in the equation 

1. We assume that the each xi ∈ RF and each yi ∈ {1, 2, .., L} are the 

domains of respective portions of examples (xi , yi ) where F is the 

number of features and L is number of labels. xij represents jth features 

count in ith example. Wj is the jth feature in the set of features. p(wj|y) 

is the jth element of the parameter vector associated with label y.  

 

 

 

 

 

 

2.2.2 Logistic Regression 

Maximum entropy or logistic regression (MaxEnt) is a discriminative 

approach for building the classifier and hence does not get much 

benefit of the EM setting. MaxEnt learns the model which maximizes 

the objective in equation (4). The conditional distribution in equation 

(5) is softmax function. The numerator of equation (5) is the score of 

example xi in class yi. The denominator is a normalizer which ensures 

that the value p(y|x) is summing upto 1. It is known as maximum 

entropy, because equation (4) is a dual of equivalent maximization of 

entropy under feature constraints. μy is a parameter vector 

corresponding to class y, which is of same size as that of F (number of 

features). L is the total number of labels. 
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2.2.3 Support Vector Machines 

Support vector machine (SVM) is a much celebrated learning 

algorithm due to its simplicity of linear modeling and ability to deal 

non-linear decision surfaces with special purpose kernals. Convexity of 

the objective involved in SVM enables efficient solution in dual space 

to be expressed as there are few examples from training data (known 

as support vectors). This particular property of SVMs has dragged the 

attention of various researchers to apply SVMs in various settings 

including structured classification, rank SVM, latent SVM, etc. We 

briefly review the formulation of SVM here. As introduced earlier xi is 

the ith example and yi is the corresponding label of the example. In the 

case of binary classification, each yi can assume values -1, 1. Fig. 3 

shows simple case of linear decision boundary of two-dimensional 

data. The filled dots represent class 1 examples and unfilled dots are 

meant for class -1. There are infinite ways of separating this data into 

the two different classes using linear decision boundaries. H1, H2, H3 

are such hyperplances (generalized to k-dimensional input space). The 

support vector learning algorithm consists of finding a hyperplane 

which maximizes the margin between support vectors (examples lying 

on edge of the separating space). The lines connecting the line H3 and 

respective points represent this distance. The sum of the lengths of 

these line segments is called the margin. SVM finds a hyperplane for 

which the margin is maximized.  
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Fig. 3. Source: Wikipedia 

The primal formulation of multi-class SVM is given in eq. 6. ξi is the per 

example slack variable. ||W||2 is the norm of the matrix W which has 

one vector for every class. Wy is the row corresponding row of class y. 

 

 

 

 

Text data, which is usually associated with large dimensionality 

(usually in thousands and much more), already solves the linear 

separability of the problem commonly seen in classification problems. 

Lib-linear 4 is an efficient implementation of SVM addressing the 

scalability issues involved in situations where the number of 

dimensions and number of examples are both huge. 
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2.2.4 Multi-Layer Perceptron 

Multi-layer perceptron (MLP) trains a 3 layer neural network with one 

hidden layer, input layer with number of nodes equal to the number 

of input features and output layer with number of nodes equal to the 

number of output labels. Fig. 4 depicts the network structure of MLP. 

The objective MLP is to minimize error on training data. Let the 

prediction function of MLP be f : RF → Ry . f is defined in equation (9).  

 

A1 and A2 are activation functions. b1, b2 and W1, W2 are bias vectors 

and weight matrices of respective layers. Back propagation is used for 

training the network to learn the parameters of the model. 

Fig. 4. Multi-Layer Perceptron 
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There are many libraries such as theano, tensorflow, torch and 

deeplearning4j which enable training the neural network with very 

little coding. These libraries make the life of model building much 

more easier through their auto-differentiation operator. They also 

enable training multi-layered deep neural networks with the 

associated backing efficient GPU based computation.  

2.3 Sequence Labelling 

Most of the approaches in the literature which makes use of news wire 

or social media data for prediction of market returns, are critically 

dependent on the ability to extract information relevant for the task. 

Fig. 5 shows the complexity of event extraction from set of events 

referring a particular attack. Prediction systems based on social media 

data makes use of good event detection/extraction to work well. 

Many of the aspects of these problems commonly studied under 

information extraction use similar underlying models for effectively 

achieving their objective. The NLP applications such as Named-entity 

recognition, POS (Parts of speech) tagging, event extraction, relation-

extraction such as book-author, class-instance, hypernyms, all make 

extensive use of learning models based on sequence. To understand a 

typical sequence labeling task, consider the following sentence. When 

we analyse this sentence, first and foremost information useful for the 

analysis of such sentences is the POS tags of individual words. The 

grouping of these words into phrases make it simpler. Named entities 

tagged as persons, location names, organization names, etc., make the 

analysis much more meaningful. 
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Fig.5. Events matching an attack, Source: Ritter et al. [2015] 
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Word POS Phrases NE 

West NNP B-NP B-MISC 

Indian NNP I-NP I-MISC 

all-rounder NN I-NP O 

Phil NNP I-NP B-PER 

Simmons NNP I-NP I-PER 

took VBD B-VP O 

four CD B-NP O 

for IN B-PP O 

38 CD B-NP O 

on IN B-PP O 

Friday NNP B-NP O 

at IN B-PP O 

Leicestershire NNP B-NP B-ORG 

beat VBD B-VP O 

Stroppa NNP NE B-ORG 

Table 2. POS tags, Named Entities and Chunking of an example sentence 

West Indian all-rounder Phil Simmons took four for 38 on Friday at 

Leicestershire. 

The POS tagging, chunking, named-entity tagging for the above 

sentence are given in Table 2. Sequence labelling is a much finer task 

than simple classification of text. It pertains to tagging of individual 

parts of the text which infers much more structured information. We 

now briefly review some of the approaches used in solving the 

problem of sequence labelling. If (xi, yi) is the i’th example where xi is 

a feature sequence of lenghth T and yi is corresponding label 

sequence, the objective of sequence labellers is to mimic this process 

of labelling as closely as possible. Similar to Naive Bayes, logistic 

regression, SVM, MLP is used for solving classification problem, and 

the sequence labelling problem is solved using hidden morkov models 
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(HMM), conditional random fields (CRF), structural SVM, long short 

term memory (LSTM) based recurrent neural networks respectively. 

We review the CRF model widely used in this regard.  

In the CRF models, the maximization of joint conditional likelihood is 

given in Equation (4) where p(yi |xi ) is defined as in Equation (10). The 

difference between the numerator in Equations (4) and (10) lies in 

features considered. CRF tries to model sequential dependencies, 

while logistic regression classifier disregards sequential dependencies. 

The feature vector f (xi, yi) in Equation (10) is similar to the feature 

vector in Equation (4), encoding the number of times a feature is 

associated with a label. The feature vector g(yi ) encodes the label 

sequence features or number of times a label combination appears in 

succession in the example (xi, yi). The number of features of g(yi) 

vector is LXL each encoding possible label bigrams. The denominator 

Z(xi) is normalizer which is evaluated over all possible label 

assignments (LT for xi )over label space. Evaluation of Z(xi) is efficiently 

done using forward-backward algorithm. μ and η are respective 

parameters associated with node features and edge features of CRF. 

CRF++ 4 is a widely used implementation of CRF. 

 

2.4 Semi-Supervised Learning 

Learning from abundant training data is easier to deal with, as any of 

the algorithms introduced in the previous section can be used to solve 

the problem. As machine learning algorithms are applied to a wide 

range of domains, availability of labelled training data is an 

impediment for reasonable progress in model development. Semi- 

supervised learning algorithms address this deficiency by making use 

                                                           
4 https://taku910.github.io/crfpp/ 
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of both labelled and unlabelled data for building the classifier. An 

illustrative example of semi-supervised algorithm is given in algorithm. 

We now formally define semi-supervised learning using Expectation 

Maximization (EM) as introduced in Nigam [2001] using Naive Bayes. 

Let D be the dataset containing the labelled DL and unlabelled 

examples Du. The index of labelled examples in D ranges from 1 .. l 

(where l is the number of labelled examples) and unlabelled examples 

in the range (l+1)..(l+u) (where u is the number of unlabelled examples 

and N=l+u is the total number of examples). Expectation Maximization 

(EM) algorithm suggests the following approach for all the examples 

in D. 

 

The EM algorithm defined in Algorithm 1 finds the correspondence 

between features co-occurring with features found in the labelled 

data and transfers knowledge of labels into the unlabelled part. There 

are graph based semi-supervised learning algorithms which are very 

handy in fraud detection to address the scarcity of labelled data for 

building the classifiers. Graph based algorithms rely on a graph over 

feature space to relate the few labelled and large number of 

unlabelled examples. Fraud detection scenarios often face the 

difficulty of addressing minority class-majority class skew and the 
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skew in costs of the misclassification. Pimplikar, et al. [2014] address 

the issues in implementing graph semi-supervised algorithms in such 

scenarios.  

2.5 Unsupervised Approaches 

Unsupervised approaches refer to learning from data, the 

representations of data that are useful for multiple NLP tasks, merely 

using unlabelled data. While numerous such methods have been 

proposed in the literature, we only refer to few phenomenal results in 

the recent past which has ignited a lot of interest in the research 

fraternity. Collobert, et al. [2011] remains as a significant milestone in 

the history of NLP research which has proved that neural embeddings 

learnt from unlabelled data are often helpful in improving the 

classification accuracies of various NLP tasks. Till their study, most of 

the earlier research works on NLP focused on improving the 

classification performance with specialised feature design suiting the 

task at hand. Collobert, et al. [2011] show achieving state-of-art 

performance with no such specialised features. Neural embeddings 

according to Bengio, et al. [2003] are key to the success of work in 

Collobert, et al. [2011]. 

Training neural embeddings is computationally intensive and it takes 

weeks to complete the training on large datasets. This training time 

barrier was broken when a new method of training large vocabulary 

large sized language model was found by Mikolov, et al. [2013]. They 

used an efficient training algorithm known as noise contrastive 

estimation (NCE) for learning the parameters of language model. NLP 

research has seen surge of research activity in question answering, 

sentiment analysis, chatbots since this research. Kumar, et al. [2016] 

show the application of dynamic memory networks commonly 

applicable for question answering and sentiment analysis. 

Machine learning research has seen few defining moments which 

resulted in a flurry of works to follow a certain direction. Most of the 

innovations in machine learning space revolve around different 

innovative methods of explaining co-occurrences. For example, 
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spectral clustering Shi and Malik [2000] which was applied in image 

segmentation has found innovative applications as far as cross-

domain sentiment analysis Pan et al. [2010]. The basic method is 

about explaining the higher order statistics of co-occurrences using 

Laplacian of the co-occurrence matrix. Latent Dirichlet Allocation as 

per Blei, et al. [2003] is also one such model which enabled generative 

explanations of documents which are useful in numerous applications 

of image and text analysis. Blei, et al. [2003] model documents as 

mixtures of topical themes pervading all through the document 

corpus. The novelty of this model lies in explaining co-occurrence of 

words in documents in an efficient generalizable representation. 

2.6 Sentiment Analysis 

Sentiment analysis is an area of text mining which has drawn attention 

of industry and academia for the last 15 years. Numerous research 

efforts addressed various aspects of sentiment analysis. The objective 

of sentiment analysis is to systematically identify, extract, quantify, 

and study subjective information often expressed in text. Typically, it 

is expressed through the reviews written on various products freely 

available on various e-commerce sites. These sites primarily share this 

information to enable buying decisions of  prospective customers.  

Though the origin of such study lies in e-commerce portals, it is equally 

applicable for banks and other financial institutions, as it is very 

important to timely address some of the comments without which it 

may result in reputation risk. Some of these comments can also be 

used in improving the service. We refer the reviews written in Pang et 

al. [2008] and Liu and Zhang [2012] for a detailed presentation of 

various works. We briefly review some of the referred prominent 

research works in the context of sentiment analysis. 

The study done in Pang, et al. [2002] is one of the first formal studies 

on sentiment analysis. The authors studied the problem of classifying 

movie review text as positive and negative. They experimented with 

various features like unigram (binary or count) features, bigram 

features, trigram features and POS tags and concluded that 
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discriminative approaches like SVM and logistic regression fared 

better than Naive Bayes. Binary unigram features are found to be the 

most effective. They also observed that with 1600 training examples 

and 400 test examples, they could see a cross validation accuracy of 

81%. Pang and Lee [2004] improved these results by observing that 

sentiment gradually flows through documents rather than arbitrary 

switching of sentiment from one sentence to another. Pang and Lee 

[2004] used subjectivity detection and sentiment segmentation using 

graph-cuts to achieve 87% accuracy which stood as mainstream result 

in this domain for many years. Pang et al. [2008] and Liu and Zhang 

[2012] are good surveys of innovative solutions possible in the space 

of sentiment analysis. 

Though initial works focused on established machine learning and 

data mining algorithms for sentiment summarization, the ad hoc 

combination of various algorithms has become a challenge. Lin and He 

[2009] presents a method of sentiment classification wherein the user 

provides choosy selective words expressing sentiment such as 

excellent, outstanding to state positive sentiment and lousy, horrible 

for negative sentiment and the algorithm builds the sentiment 

classifier without requiring a single labelled example. It uses clever 

combination of unsupervised LDA and sentiment lexicon to do the 

classification. The code for the same is available in the link provided in 

footnote5 . 

2.7 Peer-to-Peer Lending 

Peer-to-Peer (P2P) lending refers to an online financial business 

process for lending money to individual borrowers or businesses 

through online services, which identifies the matches between 

anonymous lenders and borrowers. P2P companies can run with less 

overhead than traditional financial lending companies or institutes 

due to the provision of online services to both lenders and borrowers. 

                                                           
5 https://github.com/linron84/JST 
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P2P lending allows users to borrow and lend money directly from one 

to another without any conventional financial mediators. 

Though there has been a huge growth in P2P-lending markets in the 

recent years, many challenging issues in online P2P-lending financial 

businesses need to be addressed. One of the major issues in online 

P2P-lending is information asymmetry Cai et al. [2016], Lin et al. 

[2013], Yum et al. [2012] which means the actual borrowers 

information (i.e, both personal and financial) and borrowers 

information available at lenders is not similar. Due to information 

asymmetry, lenders may predict inaccurate bid value which causes 

high investment risk for the lenders. 

Ge, et al. [2017] study the impact of sharing an individual’s social 

media presence on their credit worthiness. Social ties play a key role 

in determining the credit worthiness of P2P users. They further 

observed that the borrowers deter by potential social stigma. The 

social identity not only enables credit screening but is also useful for 

default reduction and debt collection. The study done in Lin, et al. 

[2013] indicates that the social relational aspects play a key role in 

deciding the possibility of funding a loan. They also studied the impact 

of stronger and more verifiable relational measures for improving the 

chance of getting loans at lower interests. We note that with the 

evolution of more decentralized credit networks, text based analytics 

plays a key role in robust credit scores. 

3. Conclusion 

Text analytics has become a key IT driver for various businesses. This 

study has reviewed some of the techniques commonly used in text 

analytics. The techniques reviewed cover the key classification 

approaches and sequence labelling approaches which are key for 

information extraction tasks such as entity identification. The current 

study also reviews some of the applications of sentiment analysis in 

financial domain. We further review the impact of social media data 

on peer-to-peer lending (an emerging internet based lending 

paradigm). 
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